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Abstract

Byte-pair encoding and the unigram language model build their vocabularies from character
statistics alone, and the part-of-speech tags and lemmas that a standard tagger provides for most
languages are the cheapest grammatical information a tokenizer could add. A controlled eval-
uation in English, Spanish, Danish, Tamil and Turkish compares BPE and the unigram model,
trained on the same Wikipedia text under the same 8,000-type budget, with tokenizers that use
this information. In the first, the merge scores of BPE are weighted by the probability of the
part-of-speech transition at each word boundary, and in the second, merges inside nouns, verbs
and adjectives are weighted so that content words stay whole, while the third, Lemma2Word,
segments each word at the boundary between stem and affixes that its lemma implies. Each
tokenizer is trained three times on different samples and scored against the lemma-derived mor-
pheme boundaries of MorphScore, on held-out compression and stability, and by the bits per
character of a small language model trained on its output. The transition weighting changes
boundary F1 by less than the seed-to-seed variation in four of the five languages and leaves
compression unchanged, since the tokens it affects span the same frequent function-word pairs
as unweighted BPE and a transition probability carries no information about the inside of a
word. Weighting merges inside content words raises boundary F1 from 4.4% to 22.2% in Tamil
but lowers it in Spanish and Turkish, whereas Lemma2Word raises boundary recall by 23 to
77 points in every language at a cost of four to eight percent more tokens and retains most of
the gain on unseen words where the affixes of the language are long enough for an inventory to
generalize. The language-model probe orders the tokenizers differently, with the unigram model
lowest in bits per character in every language and Lemma2Word highest, so that a tokenizer
which finds more morpheme boundaries is not thereby a better tokenizer for a language model
at the scale tested.

1 Introduction

A subword tokenizer decides which strings a language model treats as units. The commonly used
methods, byte-pair encoding [23] and the unigram language model [13], learn those units from
character co-occurrence and nothing else, so they know neither that walking is walk plus ing, nor
that the is almost always followed by a noun or an adjective, nor that Turkish evlerimizden stacks
four suffixes on ev. Morphological knowledge has been added to tokenizers in a growing body of
work [4, 10, 12], syntactic knowledge almost never, although part-of-speech tags are the cheapest
grammatical signal available, with taggers for more than sixty languages [20], a tag set that is
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consistent across languages under the Universal Dependencies scheme [17], and a one-time tagging
cost per corpus.

The tokenizers compared below put that signal, together with the lemmas the same tagger
produces, into the training of a BPE vocabulary. One weights the merge scores of BPE by the
probability of the part-of-speech transition at each word boundary, another weights merges inside
content words so that nouns, verbs and adjectives stay whole, and Lemma2Word derives a stem
boundary for every word from its lemma and segments words there before subword training, and
a large language model prompted to segment words is evaluated alongside them as a segmenter
rather than as a tokenizer. Preliminary experiments with these methods, run without held-out
words, gold boundaries or repeated training samples, suggested large gains in segmentation entropy,
token length and vocabulary stability, none of which measures what a tokenizer is for.

The controlled evaluation that follows supplies that measurement for English, Spanish, Danish,
Tamil and Turkish. Every method is trained on the same Wikipedia text under the same 8,000-
type budget, three times on different samples, and compared with BPE and the unigram model
on boundary precision and recall against the lemma-derived gold boundaries of MorphScore [3], on
compression and stability over held-out text, and on the bits per character of a small language model
trained on each tokenizer’s output. The POS-weighted merges change almost nothing, because they
act only on the tokens that absorb a space, the tokens they create span the same frequent function-
word pairs as unweighted BPE, and boundary F1 moves by less than the seed-to-seed variation
in four of the five languages. Weighting merges inside content words has a language-dependent
effect, large in Tamil and negative in Spanish and Turkish, whereas Lemma2Word raises boundary
recall by 23 to 34 points in four languages and by 77 points in Tamil for four to eight percent
more tokens, and in English, Tamil and Turkish most of that gain survives on words its lexicon has
never seen. The unigram model remains the strongest tokenizer that uses no linguistic resource and
the only one competitive in Tamil without a lemmatizer, and the language-model probe does not
follow the boundary scores at all, ranking the unigram model first and Lemma2Word last in bits
per character in every language, so that a tokenizer which finds more morpheme boundaries is not
thereby a better tokenizer for a language model, at least at the 7M-parameter scale tested. The
code, the data-preparation scripts and every number in the paper are generated by the released
repository.

2 Related Work

Subword tokenization. Byte-pair encoding [23] and the unigram language model [13], both
packaged in SentencePiece [14], choose token boundaries from character statistics alone. Gallé [9]
explain BPE’s success through the shorter sequences it produces, and Mielke et al. [16] survey
the design space between characters and words. Bostrom and Durrett [6] report that unigram
segmentations align better with morphology than BPE segmentations and that models pretrained
on them perform at least as well, a finding the present results reproduce for five further languages.

Morphology in tokenizers. Unsupervised morphology induction, Morfessor above all [8], pre-
dates neural tokenizers. Recent work inserts morphological knowledge into a BPE or WordPiece
vocabulary: MorphPiece combines a morphological dictionary with BPE [12], MorphBPE con-
strains merges with morpheme boundaries from an analyzer [4], MorphTok segments Indic text
morphologically before subword training [7], and KinyaBERT builds a morphology-aware model
for Kinyarwanda [18]. Hofmann et al. [10] show that derivational segmentation improves BERT’s
interpretation of complex words, and Hofmann et al. [11] obtain a similar effect by choosing, among



the segmentations a fixed vocabulary allows, the one with the fewest tokens. Lemma2Word belongs
to this line, with the difference that it derives boundaries from a lemmatizer rather than from a
dictionary of morphemes.

Syntax in tokenizers. Part-of-speech information has long been combined with word segmen-
tation for languages written without spaces, where a joint model of segmentation and tagging
outperforms a pipeline [27]. For subword tokenization of space-delimited text, the authors are
not aware of prior work that weights merges by part-of-speech transitions; the POS-weighted BPE
evaluated here is, to that extent, new, and the evaluation shows what the signal can and cannot
do.

Evaluating tokenizers. Morphological alignment is measured against segmentation lexica by
boundary precision and recall [3, 5], and Arnett and Bergen [2] connect poor alignment to the
weaker performance of language models in morphologically rich languages. MorphScore [3], used
here as the gold standard, derives its boundaries from Universal Dependencies lemmas in 70 lan-
guages. Intrinsic measures such as compression and Rényi efficiency [28] predict downstream quality
imperfectly: Schmidt et al. [22] find that fewer tokens do not reliably help, Ali et al. [1] find the
tokenizer choice measurable at the 2.6B scale, Rust et al. [21] find monolingual tokenizers superior
to a shared multilingual one, and Park et al. [19] show that morphological complexity predicts
language-modeling difficulty across 92 languages. Toraman et al. [24] compare tokenizers for Turk-
ish, one of the languages studied here, and report that morphology-level tokenization helps at small
vocabulary sizes. The language-model probe in Section 4 follows the practice of these studies at a
much smaller scale.

3 Tokenizers Under Test

Every tokenizer is trained on the same text with the same budget of 8,000 types per language, and
every tokenizer splits text on whitespace before it does anything else. The methods differ in what
else they are allowed to see. The two reference tokenizers see nothing else, the three POS-weighted
variants see a part-of-speech tag for every training word, and Lemma2Word sees a lemma for every
training word.

3.1 Byte-Pair Encoding with a Free Space Marker

Byte-pair encoding [23] builds a vocabulary by repeatedly merging the most frequent pair of adja-
cent symbols. The implementation on which the POS weighting was built represents a paragraph
as the characters of its words with the marker , inserted between words as a symbol of its own.
The marker takes part in merges like any other symbol, so a merge can attach it to the end of the
preceding word (they,), to the start of the next word, or bury it inside a token that covers two
words (of the.)). In the SentencePiece convention [14], by contrast, the marker is prefixed to every
word before training, so no token ever crosses a word boundary. Both conventions are evaluated.
The free-marker variant is the base on which the POS weighting operates and is referred to as BPFE,
free marker; the prefixed variant is BPE, word-initial marker. In both, the vocabulary consists of
the alphabet of the training text plus the learned merges.



3.2 Part-of-Speech-Weighted Merges

Every training word carries a Universal Dependencies part-of-speech tag (Section 4). From the
tagged text a transition table P(b | a) is estimated, the probability that a word tagged a is followed
by a word tagged b. The POS-weighted variant replaces the count of a candidate pair with a
weighted sum over its occurrences. An occurrence that joins the last symbol of a word to the
marker that follows it has weight 1 4 p, where p = P(b | a) for the tags a and b of the two words
around the marker, clamped to [0.01,0.95]. Every occurrence that involves the bare marker, on
either side, is further multiplied by 0.98. All other occurrences have weight 1. The weighting
therefore favors merges that attach a trailing space to a word whose successor is predictable from
its tag, discourages merges with the marker slightly, and leaves pairs inside a word untouched. Two
ablations isolate the components. Transitions only drops the factor 0.98, and penalty only drops
the transition term.

The original implementation scores every pair from scratch at every merge, which limits it
to toy vocabularies. The version used here keeps an index of pair occurrences and updates the
affected scores after each merge, so an 8,000-type vocabulary trains in under a minute on 3,000
paragraphs. Two defects of the original were corrected. Unseen transitions received a weight of
0.6, more than most observed transition probabilities; they now receive the floor value 0.01. The
original also recovered word positions by scanning the current symbol sequence for bare markers, so
once a marker had been merged into a token it was no longer counted and every transition weight
after that point referred to the wrong pair of words; the reimplementation records the word of
every symbol when the sequence is built. With both corrections switched off, the reimplementation
reproduces the original’s pair scores exactly before the first merge and its full merge sequence in
the unweighted case (experiments/test_posbpe.py).

3.3 Content-Word Weighting

The intended effect of the POS signal, as described when the method was designed, was to keep
content words whole, so that a noun such as scientist is not split into sci, enti and st merely because
its parts are frequent. The merge weighting of Section 3.2 cannot produce that effect, because it
never changes the score of a pair inside a word. A direct version is included, in which an occurrence
of a pair inside a word tagged NOUN, PROPN, VERB or ADJ counts twice and every other occurrence
counts once. The weight 2 was fixed before any experiment and was not tuned. This variant moves
vocabulary budget toward whole content words and away from function words and affixes.

3.4 Lemma2Word

Stanza provides a lemma for every training word. The stem of a word is the lemma when the
lemma occurs inside the word (walk in walking), and otherwise the longest substring the word and
the lemma share, provided it has at least three characters (habl in hablo and hablar). The characters
before the stem form a prefix and the characters after it a suffix, so a word receives at most two
boundaries. Three things are learned from the training text. The first is a lexicon that maps every
word form to its boundaries, taking the majority vote when a form is lemmatized inconsistently.
The other two are inventories of suffixes and of prefixes, each affix with its count. A word form
that is in the lexicon is split as the lexicon says. A form that is not is split before the longest
suffix in the inventory that leaves a stem of at least three characters, and after the longest such
prefix, provided the affix occurred at least 20 times. The pieces are then encoded by a free-marker
BPE that was trained on the pre-segmented training text with the pieces kept apart, so no merge
crosses a Lemma2Word boundary. This variant, lexicon, never calls the lemmatizer after training.



A second variant, online, lemmatizes the word being tokenized with Stanza and derives the stem
from that lemma, falling back to the lexicon rule when the two share no substring. The online
variant is the design in the original report; it is also the one that requires a tagger at tokenization
time and that shares training data with the gold standard (Section 4.3).

3.5 Reference Tokenizers

The BPE with a word-initial marker is the implementation in the Hugging Face tokenizers library
with the Metaspace pre-tokenizer. The unigram language model tokenizer [13] is the SentencePiece
implementation with full character coverage and no Unicode normalization, so that every tokenizer
sees the same characters.

3.6 A Language Model as a Segmenter

The original report also proposed segmenting words by prompting a large language model. That
approach is evaluated as a segmenter rather than as a tokenizer. A fixed sample of evaluation
words is sent to the model with instructions to mark morpheme boundaries without changing any
character, and the returned boundaries are scored like those of every other method. Section 5.8
reports the study and Appendix C gives the prompt.

4 Evaluation Protocol

4.1 Languages and Text

The five languages are English, Spanish, Danish, Tamil and Turkish, the set used in the original
report. They cover three families and two scripts, and range from the mostly isolating English
to the agglutinative Tamil and Turkish, where a single word carries several suffixes. Training and
held-out text come from the Wikipedia snapshot of 1 November 2023 [26]. For each language the
first 2,000 articles of the dump are skipped, because they are mostly short administrative pages,
and paragraphs of 200 to 1,500 characters are collected from the next 6,000 articles. After shuffling
with a fixed seed, 4,000 paragraphs form the training pool and 500 further paragraphs the held-out
set. Each training seed draws 3,000 paragraphs from the pool, so the three seeds of a method
differ in their training text as well as in any randomness of the method; this makes the seed-to-seed
variation a measure of sensitivity to the sample. A training sample holds between 143,704 (Tamil)
and 246,661 (English) words.

4.2 Tags and Lemmas

Stanza 1.11 [20] tags and lemmatizes every training and held-out paragraph. Stanza’s tokens do
not coincide with whitespace words, because punctuation is split off and Spanish and Turkish have
multi-word tokens. Since every tokenizer under test splits on whitespace, each whitespace word is
assigned the tag and lemma of the first non-punctuation Stanza word that starts inside it, or PUNCT
if there is none. The transition table of Section 3.2 and the Lemma2Word lexicon are computed
from the aligned training words of the respective seed.

4.3 Gold Morpheme Boundaries

Boundary accuracy is measured against MorphScore version 2 [3], which derives a segmentation
for every word form in a Universal Dependencies treebank [17] from its lemma: the stem is the



part of the form that the lemma also contains, and the material before and after the stem are
the affixes. A form therefore has at most two gold boundaries, and derivational structure inside
the stem (un| believ| able) is not annotated. A tokenizer that places boundaries inside stems is
penalized in precision even when the boundaries are linguistically sound; recall is the measure of
whether a tokenizer separates the inflectional affixes from the stem, and is read as the primary
number. Following the default of the MorphScore release, only unique forms whose lemma equals
the recorded stem are kept. Forms containing digits or punctuation and forms whose parts do not
reassemble into the form are dropped. This leaves 4,089 English, 6,712 Spanish, 6,650 Danish, 1,193
Tamil and 30,192 Turkish forms, drawn from the EWT, AnCora, DDT, TTB and Kenet treebanks.
Each word is tokenized in isolation, markers are removed, and the character positions of the token
boundaries are compared with the gold positions. Precision, recall and F1 are micro-averaged over
boundaries.

Two subsets are reported beside the full set. The unseen subset contains the forms that do not oc-
cur in the tokenizer’s training text, so a boundary found there cannot come from the Lemma2Word
lexicon. The UD test subset contains the forms taken from the test split of the treebank. It matters
for the online Lemma2Word variant, because Stanza’s lemmatizers are trained on the training splits
of the same treebanks from which MorphScore draws its forms, so that on training-split forms the
lemmatizer can return the gold lemma from memory. The treebank-trained tagger does not affect
the other tokenizers, which learn from Wikipedia text only.

4.4 Compression and Stability

On the held-out paragraphs every tokenizer is scored by tokens per whitespace word and characters
per token, with markers not counted as characters, and by the share of tokens that span a word
boundary. For the free-marker tokenizers, the part-of-speech transition at every spanned boundary
is looked up in the training transition table, which shows whether the POS weighting changes which
boundaries are spanned. Stability across training samples is measured on the three seed pairs by
the Jaccard overlap of the two vocabularies and by the boundary F1 between the two segmentations
of the same held-out text.

4.5 Language-Model Probe

Whether a tokenizer helps a language model is tested directly, at small scale. For every trained
tokenizer, a four-layer transformer language model [25] with 256-dimensional embeddings, four
attention heads and a context of 128 tokens (7.3M parameters) is trained on the tokenized training
paragraphs for six passes over the text, with AdamW [15], a learning rate of 3 x 10~* with warm-
up and cosine decay, and batches of 64 sequences. The held-out paragraphs are scored in non-
overlapping windows, and the total negative log-likelihood in bits is divided by the number of
characters of the held-out text. The character count is the same for every tokenizer of a language,
so bits per character compares tokenizers that produce different numbers of tokens on an equal
footing. Each tokenizer seed gets one language model, trained with the same model seed.

4.6 Compute

All tokenizers and probes were run on one laptop. Training a free-marker BPE or any of its weighted
variants on 3,000 paragraphs takes about a minute on one core; the reference tokenizers take seconds;
a language-model probe takes one to three minutes on the laptop’s GPU. The complete grid, 120
tokenizer runs, 120 probes and the vocabulary sweep, runs in a few hours.



5 Results

5.1 Boundary Accuracy

Table 1 and Figure 1 give boundary F1 against the MorphScore gold boundaries for every method
and language; the precision and recall behind them are in Tables 7 and 8 of the appendix, and
Figure 2 places every method in the precision—recall plane.

Table 1: Boundary F1 (%) against the lemma-derived morpheme boundaries of MorphScore, all unique
word forms. Mean 4 standard deviation over three training seeds; best per language in bold.

System English  Spanish  Danish Tamil Turkish
BPE, free marker 40.0+1.6 18.74+08 24.3+08 4.4+23 35.0+£1.9
POS-weighted BPE 434416 18.94+08 24.5+05 6.2+23 35.0+16

transitions only 434416 189408 24.5+05 6.2+23 35.1+16

penalty only 42.0+13 18.7408 24.4+10 4.4+23 349419
Content-word-weighted BPE  43.940.2 16.5+03 27.840.7 22.2+11 34.2404
Lemma2Word + BPE 59.9+0.1 36.3+0.1 43.8+0.3 52.9+04 48.7+0.1
BPE, word-initial marker 25,5404 6.74+05 13.1+01 7.5403 40.8+04
Unigram LM 54.3+05 29.0+0.0 35.1+05 43.0+0.8 46.5+04
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Figure 1: Boundary F1 (%) of the six main tokenizers in five languages. Bars are means over three training
seeds and error bars span one standard deviation.

Lemma2Word has the highest F1 in every language, from 36.3% in Spanish to 59.9% in English.
The unigram model is second everywhere, and ahead of every BPE variant by a wide margin in Tamil
(43.0% against 4.4% for free-marker BPE). The POS-weighted BPE differs from its unweighted
base by about three points in English (43.4% against 40.0%) and by less than one point in Spanish,
Danish and Turkish; only the English difference exceeds the seed-to-seed standard deviation. Its two
ablations show that the transition term carries the whole effect, since transitions only reproduces
the full variant to the first decimal and penalty only is indistinguishable from the unweighted base.
The content-word weighting raises F1 from 4.4% to 22.2% in Tamil and by about three points in
English and Danish, and lowers it in Spanish and Turkish. The BPE with a word-initial marker,
the convention of SentencePiece, has the lowest F1 in four languages; with the whole word and its
marker available as a single token, it places fewer boundaries inside words than the free-marker
variant (recall 9.1% against 29.4% in Spanish).
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Figure 2: Boundary precision against recall per language. Points are means over three seeds and error bars
span one standard deviation; most are smaller than the markers.

5.2 What the Part-of-Speech Weighting Changes

The weighting of Section 3.2 only changes the score of merges that attach a word to the space after
it. Table 2 shows what those merges produce on held-out text. Between 15.5% (Turkish) and 54.1%
(Spanish) of word boundaries end up inside a token under plain free-marker BPE, and the POS
weighting leaves those shares almost unchanged except in Tamil, where it lowers the share from
54.1% to 39.5%'. The transitions spanned are the ones BPE spans anyway: adposition followed
by determiner in English (of_the.,), determiner followed by noun in Spanish, noun followed by
adposition in Danish. The mean probability of the transition at a spanned boundary is within two
points of the mean over all boundaries for every language and every variant, with or without the
weighting. Frequency decides which boundaries a token crosses, and the transition probabilities,
which are themselves frequencies of tag pairs, add nothing that the symbol counts do not already
contain.

Table 2: Word boundaries spanned by a token on held-out text: share of boundaries (%), mean probability
(%) of the POS transition at spanned boundaries, and the same mean over all boundaries. Seed 0; the most
frequent spanned transition and token are shown for the POS-weighted model.

Language System spanned (%) P, spanned P, all top transition top token
English BPE, free marker 45.2 23.3 22.1 ADP—DET in they,
POS-weighted BPE 42.6 23.5 22.1 ADP—DET of _the,
Content-word-weighted BPE 33.2 24.4 22.1 ADP—DET of the,
Spanish ~ BPE, free marker 54.1 32.3 28.2 DET—NOUN ade,,
POS-weighted BPE 54.1 32.3 28.2 DET—NOUN a de,
Content-word-weighted BPE 43.5 33.8 28.2 DET—NOUN en_lay,
Danish BPE, free marker 41.3 21.1 22.4 NOUN—ADP en, iy
POS-weighted BPE 41.4 21.1 224 NOUN—ADP en i
Content-word-weighted BPE 31.0 20.9 22.4 NOUN—ADP eryiy
Tamil BPE, free marker 54.1 24.4 24.9 NOUN—NOUN 79, 1L
POS-weighted BPE 39.5 25.0 24.9 NOUN—NOUN oL
Content-word-weighted BPE 74 26.5 24.9 NOUN—NOUN (W
Turkish ~ BPE, free marker 15.5 22.3 25.0 NOUN—CCONJ i ve,
POS-weighted BPE 15.2 22.5 25.0 NOUN—CCONJ ipve,
Content-word-weighted BPE 9.0 23.7 25.0 NOUN—CCONJ i ve,

'Seed 0; the three-seed mean of the share of tokens that span a boundary falls from 22.0% to 15.6% (Table 9).



5.3 Content-Word Weighting

Doubling the weight of merges inside nouns, proper nouns, verbs and adjectives has the effect it
was designed to have, a vocabulary that spends more of its budget on whole content words, and
that effect helps or hurts depending on the language. It lowers the share of tokens that span a
word boundary everywhere (Table 9) and raises recall in Tamil from 7.4% to 32.7%, where plain
BPE almost never cuts at the stem boundary. In Spanish and Turkish it lowers recall, because the
whole-word tokens it buys replace the suffix tokens that plain BPE learns there. The weight of 2
was fixed in advance; a sweep over it would turn the variant into a tuned method and was not run.

5.4 Lemma2Word

Table 3 separates the lexicon variant, which uses nothing beyond what it learned from the training
text, from the online variant, which lemmatizes every evaluation word with Stanza, and reports both
on all forms, on forms absent from the training text, and on forms from the Universal Dependencies
test split.

Table 3: Lemma2Word boundary recall and precision (%) by word subset: all unique forms, forms absent
from the tokenizer’s training text, and forms from the UD test split. Lexicon uses only boundaries and affixes
learned from the training text; online also lemmatizes the evaluation word with Stanza at tokenization time.
Mean over three seeds.

all unseen UD test

Language Variant R P R P R P
English  lexicon 88.2 45.3 73.7 30.3 84.0 37.2
online 98.2 50.9 98.2 41.1 91.1 40.9

BPE, free marker 54.4 31.6 54.5 25.5 49.2 24.8

Spanish  lexicon 62.2 25.6 40.2 15.3 48.1 18.3
online 99.1 39.0 99.1 35.4 94.8 34.2

BPE, free marker 29.4 13.7 35.8 14.7 31.8 13.2

Danish lexicon 70.8 31.7 49.5 17.9 65.5 27.2
online 97.2 43.6 97.1 35.3 88.0 37.0

BPE, free marker 37.9 17.9 41.0 15.9 38.0 16.7

Tamil lexicon 84.5 38.5 T4.2 27.4 80.6 34.7
online 97.6 46.3 97.7 38.5 91.5 39.9

BPE, free marker 74 3.2 7.0 25 59 24

Turkish  lexicon 83.3 34.4 81.7 31.2 82.7 32.0
online 88.6 37.6 88.4 34.8 89.1 35.6

BPE, free marker 60.2 24.7 60.5 23.2 60.4 23.2

On all forms, the lexicon variant raises recall over free-marker BPE from 54.4% to 88.2% in
English, from 7.4% to 84.5% in Tamil, and by 23 to 34 points in the other three languages, while
precision rises as well, since the pieces it hands to BPE are shorter and BPE places fewer boundaries
inside them. On unseen forms, where only the affix inventories can act, recall is 73.7% in English and
74.2% in Tamil, and it shrinks to a few points in Spanish and Danish, whose inflectional suffixes are
short and ambiguous with word-final letter sequences, so that the 20-occurrence threshold admits
few of them. The online variant recovers almost every gold boundary (99.1% recall in Spanish),
which is expected, because the gold boundaries are themselves derived from lemmas and, on forms
from the treebank training split, the lemmatizer can return the gold lemma from memory. On the
test-split forms, which the lemmatizer never saw, recall is lower but still between 88.0% and 94.8%.



The precision of the online variant stays below 51% because BPE goes on splitting inside the pieces;
the gold standard records only the stem boundary.

5.5 Compression and Stability

Table 4 reports tokens per word on held-out text. The POS weighting changes compression by
less than one percent. Lemma2Word needs 1.538 tokens per word in English against 1.481 for
free-marker BPE (four percent more) and 1.531 against 1.413 in Spanish (eight percent more), and
it is still more compact than the unigram model in every language but Tamil. The two reference
tokenizers, which never cross a word boundary, need more tokens per word than free-marker BPE
in the three European languages and fewer in Tamil and Turkish, where free-marker BPE spends
part of its budget on tokens that span frequent word pairs.

Table 4: Tokens per whitespace word on held-out Wikipedia paragraphs (lower is more compact).

System English Spanish Danish Tamil Turkish
BPE, free marker 1.48140.002 1.41340.002 1.606+0.002  2.242+0.005  1.962 +0.002
POS-weighted BPE 1.4704+0.001 1.412+0.001 1.604 +0.002 2.215+0.006 1.938 £0.025
transitions only 1.4704+0.001  1.41240.001  1.604 +£0.002 2.215+0.006  1.938 £0.025
penalty only 1.47040.001 1.413+0.002 1.60540.002 2.243+0.005 1.962 +0.003
Content-word-weighted BPE ~ 1.486 £0.002  1.42340.002  1.61940.001  2.15040.012  1.998 +0.003
Lemma2Word + BPE 1.5638 £0.001  1.53140.002 1.703+0.001  2.376 £0.002  2.080 40.010
BPE, word-initial marker 1.55540.001  1.56540.000 1.71340.001 2.04240.001 1.883 40.002
Unigram LM 1.6094+0.001  1.607 +0.002  1.7784£0.004  2.177+0.006  2.004 40.004

Stability across training samples (Tables 10 and 11 in the appendix) separates the methods less
than accuracy does. Two vocabularies learned from different samples share between 62% and 79% of
their entries by the Jaccard measure, and two tokenizers of the same method segment the same held-
out text with a boundary agreement of 88% to 97%. The POS weighting does not improve either
number; in Turkish it lowers vocabulary overlap from 74.6% to 67.1% with a standard deviation
of 7.4 points, the least stable entry in the table. The unigram model has the lowest vocabulary
overlap in every language and an agreement comparable to the others, so its vocabularies vary in
the rare entries that seldom appear in held-out text.

5.6 Vocabulary Budget

Figure 3 repeats the comparison at budgets of 2,000 and 32,000 types with seed 0. The ordering of
the methods is the same at every budget. Lemma2Word gains with the budget in every language,
from 48.9% to 68.1% in English, because a larger vocabulary leaves its pieces whole more often. The
unigram model loses accuracy at 32,000 types in English, Tamil and Turkish, where that budget
exceeds the number of word types a 3,000-paragraph sample can support and whole words enter
the vocabulary. The gap between the POS-weighted and the unweighted BPE stays within three
points at every budget.

5.7 Language-Model Probe

Table 5 and Figure 4 report the bits per character of the language model trained on each tokenizer’s
output, with one model per tokenizer seed. The seed-to-seed standard deviation is below 0.01 bits
for most entries and 0.03 at worst, so differences of a few hundredths are reliable at this scale.
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Figure 3: Boundary F1 (%) at vocabulary budgets of 2,000, 8,000 and 32,000 types, seed 0.

Table 5: Bits per character of a TM-parameter language model trained for six passes over the same text
with each tokenizer (lower is better). Mean + standard deviation over the three tokenizer seeds.

System English Spanish Danish Tamil Turkish
BPE, free marker 2.807 +£0.002  2.689+0.003 2.87840.001  2.84840.006  2.963 £0.002
POS-weighted BPE 2.78540.001  2.687 £0.001  2.874+0.001  2.81940.005  2.93540.032
transitions only 2.785+0.001  2.687+0.001  2.87440.002 2.81940.005 2.935 +0.032
penalty only 2.786 £0.002  2.689 +0.002  2.876 +0.001  2.84940.006  2.963 £0.003
Content-word-weighted BPE  2.794 +0.001  2.68040.003  2.868 £0.001  2.737 £0.015  2.995 40.003
Lemma2Word + BPE 2.88740.003  2.861+0.004 3.0074+0.001  2.98340.002  3.096 £0.011
BPE, word-initial marker 2.71540.003  2.67440.006 2.909+0.003 2.611+0.001  2.808 £0.004

Unigram LM 2.531 +£0.006 2.473 40.011 2.704 +£0.007 2.524 +0.003 2.694 10.003

@ BPE, free marker @ POS-weighted BPE Content-word-weighted BPE @ Lemma2Word + BPE BPE, word-initial marker & Unigram LM
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Figure 4: Bits per character of a TM-parameter language model trained for six passes over the same text
with each tokenizer (lower is better). Points are means over the three tokenizer seeds and error bars span
one standard deviation; the vertical axis starts at 2.4 bits so that the differences are visible.

The ordering by bits per character is not the ordering by boundary F1. The unigram model,
second by F1, is first by a wide margin in every language, at 2.531 bits against 2.807 for free-marker
BPE in English and 2.524 against 2.848 in Tamil. Lemma2Word, first by F1 everywhere, is last
by bits per character everywhere (2.887 in English). Cutting words at the stem boundary before
subword training removes frequent whole-word tokens from the vocabulary, and the extra tokens it
produces are not predictable enough, for a model of this size, to pay for themselves. The word-initial-
marker BPE, last by F1 in four languages, is better than free-marker BPE by bits per character in
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four languages (2.715 against 2.807 in English); the tokens that span word boundaries, which make
the free-marker variant more compact, do not help prediction. The POS weighting changes bits
per character by less than 0.03 in every language, in the direction of a small improvement, with
the largest seed-to-seed variation of the table in Turkish, and its two ablations again coincide with
it. The content-word weighting lowers bits per character in Tamil (2.737 against 2.848), where it
also raised boundary F1 most, and raises them in Turkish.

Because every model is trained for six passes over the same text, a tokenizer that produces
more tokens also gives its model more optimizer steps, 8.6% more for the unigram model than for
free-marker BPE in English. A control that trains the free-marker BPE model of seed 0 for 5.4
and 6.6 passes, 10% fewer and 10% more steps, moves its bits per character from 2.807 to 2.808
and 2.805, far less than the gaps between tokenizers, and Lemma2Word produces more tokens than
free-marker BPE yet scores worse, so the step count does not explain the ordering. What the probe
shows is that morphological alignment and modeling quality do not move together at this scale, in
agreement with Bostrom and Durrett [6] on the unigram model and with the broader finding that
intrinsic tokenizer measures predict downstream quality imperfectly [1, 22].

5.8 A Language Model as a Segmenter

Table 6 reports the segmentation study of Section 3.6. For each language, 400 word forms were
drawn at random (seed 0) from the gold list, and Claude Sonnet (model string claude-sonnet-5-5,
October 2026) was asked, in batches of 40 words, to insert plus signs at the morpheme boundaries
without changing a character; the prompt is given in Appendix C. An answer whose characters
differ from the word is invalid and is excluded from the scores. To compare like with like, the
seed-0 tokenizers are scored on exactly the words the model answered validly.

Table 6: A language model (Claude Sonnet) prompted to segment words into morphemes, scored on a fixed
random sample of the gold word forms, beside three tokenizers (seed 0) scored on the same words. Invalid:
answers that changed the characters of the word and were excluded. Boundary precision, recall and F1 in
%; tokens per word is the number of pieces.

language model recall of tokenizers on the same words

Language words invalid P R F1 pieces/word Lemma2Word Unigram BPE, free

English 400 0 77.6 91.0 83.8 2.17 87.0 69.2 52.2
Spanish 399 1 35.1 69.9 46.8 2.99 62.2 44.1 25.3
Danish 400 0 38.9 66.0 49.0 2.69 72.5 50.0 42.0
Tamil 393 7 72.6 90.4 80.5 2.25 84.8 48.9 6.8
Turkish 400 0 50.7 96.5 66.5 2.90 84.8 67.2 60.2

The model recovers more gold boundaries than any tokenizer in four languages, with 91.0%
recall in English against 87.0% for Lemma2Word on the same words, 90.4% against 84.8% in Tamil
and 96.5% against 84.8% in Turkish, and it trails Lemma2Word in Danish (66.0% against 72.5%).
Its precision is between 35.1% and 77.6%, because it marks derivational affixes and compound
parts that the lemma-derived gold standard does not, producing 2.17 to 2.99 pieces per word where
the gold has at most three. Almost every answer preserved the characters in the four Latin-script
languages (1 invalid answer in Spanish, none elsewhere). Tamil was harder in two ways. The
model reasoned at length before answering, so that 40-word batches overran the reply length and
the unanswered words had to be re-asked in batches of 15, and 7 answers wrote the underlying
morphemes instead of the surface string (&6iT+ 2.8 &, for &©EHS5G), where the vowel of the
suffix fuses with the preceding consonant in writing), which the character constraint forbids. The
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study used about 2,000 words and a few dollars of API usage, and it shows what the model
knows about morphology rather than what a tokenizer built from it would do: the answers have
no fixed vocabulary, are not guaranteed to be consistent across occurrences of a word, and cost
several orders of magnitude more per word than any tokenizer in Table 1. Used offline, to write
a segmentation lexicon in the manner of Lemma2Word’s, such answers could supply boundaries
where no lemmatizer exists; that use is not evaluated here.

6 Discussion

Why the transition weighting cannot work. A merge score in BPE is a count of adjacent
symbol pairs, and the POS-weighted variant multiplies the count of a pair at a word boundary by
one plus the probability of the tag transition there. Since that probability is a function of the two
words’ tags and the tags are a function of the words, the weight is a smoothed version of the pair’s
own frequency, so that of the is merged because it is frequent and the weighting adds a bonus for
the same reason. Table 2 shows the consequence, with the same tokens crossing word boundaries
with and without the weighting and a transition probability at a spanned boundary no higher than
at an unspanned one. A signal about the order of words cannot say where to cut inside a word,
which is where the gold boundaries lie, and the design never gave it a way to.

What the preliminary diagnostics measured. The earlier report described lower segmenta-
tion entropy, longer tokens, gains of 12 to 20 points in a transition-accuracy diagnostic and of about
20 points in vocabulary reuse. None of those quantities was computed against held-out words or a
gold standard, and the implementation they came from scored transitions against the wrong words
after its first space-absorbing merge (Section 3.2). Under the protocol of Section 4 vocabulary reuse
does not change (Table 10), token length changes by less than one percent (Table 4), and the only
method with a consistent effect on morphological boundaries is the one that uses a lemmatizer.

Lemmas against tags. A lemma says where a word’s stem ends, whereas a tag says what kind
of word it is, and only the first is information about boundaries, from which the results follow.
Lemma2Word moves recall by 23 to 77 points, and the part of that gain which survives on unseen
words depends on how far an affix inventory generalizes, well for English and Turkish, where
the suffixes are long and distinctive, and poorly for Spanish and Danish, where they are short.
The online variant generalizes through the lemmatizer instead and reaches recall of 88% to 95%
on treebank test forms, at the price of running a neural lemmatizer at tokenization time and of
sharing its training data with the gold standard. The content-word weighting sits between the two,
since it uses tags but uses them to decide which words to keep whole, a decision about boundaries,
and it helps where whole content words are what the budget was missing, as in Tamil, and hurts
where the budget was better spent on suffixes, as in Spanish and Turkish.

Alignment against modeling. The probe of Section 5.7 separates two things that the literature
on morphology-aware tokenization often treats as one. Finding more gold boundaries did not make
a tokenizer better for the language model. The tokenizer that found the most, Lemma2Word, made
it worst, and the unigram model, which finds fewer boundaries than Lemma2Word but segments
by a probabilistic model of the text, made it best by a margin of a quarter of a bit per character.
The probe is small, and a larger model with more text may close or reverse some of these gaps,
but the direction of the result agrees with Bostrom and Durrett [6] and with the finding that
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intrinsic measures of a tokenizer predict downstream quality imperfectly [1, 22|, and it means that
a morphological boundary score alone is not a sufficient reason to adopt a tokenizer.

The marker convention. A side result concerns a choice that is rarely discussed, the treatment
of the space marker. Letting it merge freely, as the original implementation does, produces tokens
that cross word boundaries at 4% to 22% of boundaries and raises boundary F1 over the word-
initial-marker convention in four languages, because whole words with a prefixed marker are no
longer available as single tokens and the budget goes to pieces instead, while the probe prefers the
word-initial convention in the same four languages. The convention therefore matters as much as
any of the linguistic signals tested, and comparisons between tokenizers should hold it fixed.

Limitations. The gold standard records at most two boundaries per word, the ones around the
stem, so derivational structure inside the stem counts against precision, which makes recall the
safer number, although the ranking of the methods is the same under both. The training samples
are small, 3,000 paragraphs per language, because the free-marker implementation is pure Python,
and while the vocabulary sweep shows the same ordering at every budget, larger corpora could
change the absolute numbers. Tags and lemmas come from one tagger, the Tamil treebank behind
both the tagger and the gold standard is the smallest of the five, and the language-model probe is
a TM-parameter model trained for minutes, which can show that tokenizers differ at that scale but
not that they differ at the scale of a large language model.

7 Conclusion

Part-of-speech tags and lemmas were put into a subword tokenizer in several forms and measured
under one protocol in five languages, with gold morpheme boundaries, held-out text, repeated
training samples and a language-model probe. Weighting BPE merges by part-of-speech transitions,
the method the authors first proposed, changes neither the boundaries a tokenizer finds nor the text
it produces, because a transition probability describes the order of words and not their inside, and
weighting merges inside content words changes the vocabulary in the intended direction with an
effect on accuracy that depends on the language. Deriving boundaries from lemmas raises boundary
recall substantially everywhere at a cost of four to eight percent more tokens, with a gain on unseen
words that depends on how distinctive the affixes of the language are, so a tokenizer that wants
morphological boundaries should obtain them from a lemmatizer or a segmentation lexicon, and a
tagger adds nothing on top. What those boundaries are worth to a language model is a separate
matter, since the probe ranks the tokenizers in a different order from the boundary scores, with
the unigram model first and Lemma2Word last in every language, and the two orders will have to
be reconciled at a larger scale than a 7TM-parameter model before morphological alignment can be
recommended as a design goal.

Author contributions. A.C., J.D. and M.V. designed the part-of-speech-weighted tokenizer,
Lemma2Word and the language-model segmentation study and wrote the original report. J.D. car-
ried out the work reported here: the reimplementation and its corrections, the evaluation protocol,
the experiments, and the writing.
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A Precision, Recall and Stability by Language

Table 7: Boundary precision (%).

System English  Spanish ~ Danish Tamil Turkish
BPE, free marker 31.6+1.2 13.7+05 17.9406 3.24+17 24.7+14
POS-weighted BPE 33.6+11 13.8406 181403 4.54+1.7 24.6+1.3
transitions only 33.6+1.2 13.8+406 18.1403 4.6+1.7 24.6+1.3
penalty only 327409 13.74+05 18.0+07 3.241.7 24.6+15
Content-word-weighted BPE  34.34+0.2 12.1+02 20.14+05 16.8409 24.240.3
Lemma2Word + BPE 45.3 +0.1 25.640.1 31.7+0.2 38.540.4 34.440.1
BPE, word-initial marker 22.04+03 53404 10.2401 6.4403 31.0+0.3
Unigram LM 45.0+05 21.9400 272404 36.9408 35.0+0.3
Table 8: Boundary recall (%).
System English  Spanish ~ Danish Tamil Turkish
BPE, free marker 544426 294415 37.9+15 74437  60.2+24
POS-weighted BPE 61.3+25 29.8+15 37.9+13 9.5433 60.7+2.1
transitions only 61.3+25 29.8+15 379413 9.64+33 60.7+2.1
penalty only 58.74+20 294415 37.9+16 74437 60.1+25
Content-word-weighted BPE  60.84+0.3 25.9+05 44.84+1.1 32.7+16 57.8404
Lemma2Word + BPE 88.240.1 62.2+0.3 70.84+0.5 84.5+0.5 83.3+0.3
BPE, word-initial marker 30.34+04 9.1407 184402 9.04+04 59.6+0.7
Unigram LM 68.6 404 429402 49.3+06 51.5409 69.3+0.7
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Table 9: Share of held-out tokens that span a word boundary (%).

System English ~ Spanish ~ Danish Tamil  Turkish
BPE, free marker 15.2+0.1 18.3400 13.1+0.1 22.041.5 4.540.1
POS-weighted BPE 14.2+01 184400 13.24+02 15.6+24 4.440.1

transitions only 14.2+01 18.4400 13.24+02 15.6+24 4.440.1

penalty only 14.4+0.0 18.34+00 13.2+01 21.9+15 4.540.1
Content-word-weighted BPE  10.9+0.2 14.5+01  9.7+0.2 2.2403 2.540.1
Lemma2Word + BPE 15.74+0.0 19.2+0.0 15.4+40.1 12.8+02 6.6+0.1
BPE, word-initial marker 0.040.0 0.040.0 0.0 +0.0 0.04+0.0 0.0+0.0
Unigram LM 0.0+£00 0.0+00 0.0+00 0.04£00 0.040.0

Table 10: Vocabulary reuse: Jaccard overlap (%) between the vocabularies learned from different training
samples (three seed pairs).

System English  Spanish ~ Danish Tamil Turkish
BPE, free marker 76.8 £0.8 75.8+1.8 76.84+04 63.84+48 T4.6+1.9
POS-weighted BPE 77.8409 76.3+£20 76.7406 61.9+54 67.1474

transitions only 77.8409 76.2+420 76.6405 61.8+454 67.2474

penalty only 77.1+0.7 75.8+18 76.3404 64.1+48 75.1423
Content-word-weighted BPE  74.84+3.1 77.240.3 74.34+24 71.5+25 77.041.0
Lemma2Word + BPE 76.9+07 756415 7T7.840.6 74.8+05 T4.143.1
BPE, word-initial marker 78.5+0.4 744432 76.1+09 76.9+0.2 78.5+1.1
Unigram LM 69.3+1.1 66.3+0.7 62.7+02 62.9406 69.1+04

Table 11: Segmentation agreement: boundary F1 (%) between the held-out segmentations of tokenizers
trained on different samples (three seed pairs).

System English  Spanish ~ Danish Tamil Turkish
BPE, free marker 95.240.1 95.1+08 95.74+02 88.6434 94.6+1.2
POS-weighted BPE 95.8+0.1 95.2409 95.5+03 87.5433 92.5+2.7
transitions only 95.840.1 95.3+09 95.5+03 87.64+34 92.5+2.7
penalty only 95.6+0.2 95.14+08 95.5+0.1 88.7435 94.7+1.3
Content-word-weighted BPE  95.0+1.1 95.940.1 95.5406 94.0+09 96.0+0.2
Lemma2Word + BPE 95.24+03 94.9+06 95.8+02 94.7+02 95.6+0.7
BPE, word-initial marker 96.9+0.1 95.5+1.2 95.940.1 95.4+0.2 95.8+0.6
Unigram LM 95.04+0.1 94.1+02 93.54+02 93.5401 94.3+0.2

B Example Segmentations

C Prompt of the Segmentation Study

The language model received this text, with the language name and the batch of words filled in,
one word per line.

Segment each {lang} word below into its morphemes: prefixes, the stem, and
suffixes (inflectional and derivational).

Rules: keep every character of the word exactly as given and in order; insert a
plus sign (+) at each morpheme boundary; a word with a single morpheme is
returned unchanged; do not add explanations.
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Table 12: Example segmentations of evaluation words absent from the training text (seed 0). Words are the
first, middle and last of the alphabetically sorted unseen forms without capitals of 8 to 14 characters with at
least one gold boundary; the word-initial-marker BPE is omitted for space. Vertical bars mark boundaries;
the gold column shows the lemma-derived boundaries.

Lang. Gold

BPE, free marker

Content-weighted

Lemma2Word

Unigram

En
En
En

Sp
Sp
Sp
Da
Da
Da
Ta
Ta
Ta
Tu
Tu
Tu

abduct |ed
interrupt|ing
youngster|s
abandonado|s
galeotels
improbols
abonnent | erne
landshold|ets
gstmagt | ernes
geTiLoenfl | ullev
FHMDHGFHTem6v | LI
GlamesTm) | ufesT
abajur|lara
korkala|migta
sipidik|larinin

ablduct|ed
inter|rupt|ing
young|st|ers
abandon|ados
gallelot|es
ilm|problos
ablon|n|ent|erne
lands|holldetls
#st|magt|ern|es
g|eT|west | Aw | fev
FHMD& | GlomemeuL | &
e | GloesTm | Awi | SedT
ablajlur|lar|a
kor|kallamis|t1
sliplildik|larin|in

ablduct|ed
inter|rupt|ing
young|st|ers
abandon|ados
gallelot]es
ilmlproblos
abon|n|ent|ernle
lands|holdlet|s
#st|magt|ern|es
g|eT| 6ot | Aw | fev
FHMDHGSHIT | 6m6v | LI
Glam | eTm | Aw | NesT
ablajlur|lar|a
kor|kallamig|t|a
sliplidlik|larinin

ablducltled
inter|rupltling
young|ster|s
abandon|aldos
gallelot|es
i|m|problos
ablon|nl|ent|erne
lands|holdletls

#st |magt|ernels
gleT| e |ufeh
FHM& | Glom|ev|ema| L
Gl |esTm | | wi | NedT
abaljlur|lar|a
kor|kal|amis|t1
gsliplildik|larin|in

albldulclted
interrupt|ing
young|sterl|s
abandonado|s
galleoltes
ilmplrolbols
ablon|nlen|t|erne
lands|hold|ets

#st |magt | ernes
gleT| 7| 10] &0 | uleb
SHMDHGEHTem6v | L1
Glamest) | wiledT
albaljlur|lara
kor|kal|la|migty
sliplildiklara|nin

{words}

Answer with one line per word in the format
else.

D Reproduction

word: seg+ment+ted

and nothing

All code, the data-preparation scripts and the per-run metrics are in the repository. The commands
below regenerate every number, table and figure.

python experiments/fetch_corpus.py

bash
bash
bash
bash

experiments/tag_all.sh
experiments/run_all.sh
experiments/run_sweep.sh
experiments/after_grid.sh
python experiments/llm_segment.py
python experiments/aggregate.py

H OH H OH OHF H H

Wikipedia paragraphs

Stanza tags and lemmas

5 languages x 8 methods x 3 seeds
2,000 and 32,000 types, seed O
language-model probes

LLM segmentation study
numbers.tex, tables, figures

The gold boundaries come from the Hugging Face dataset catherinearnett/morphscore and the
text from wikimedia/wikipedia.
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